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OUTLINE

= Introducing reinforcement learning in financial markets
= Al collusion: Dou, Goldstein, Ji (2025a)

= Al manipulation: Dou, Goldstein, Ji (2025b)

= Al vs. humans: Dou, Goldstein, Li, Yang (2025)

= Conclusion



@5, INTRODUCING REINFORCEMENT
2/ LEARNING IN FINANCIAL MARKETS




ARI-POWERED TRADING AND
REINFORCEMENT LEARNING

= Al-powered trading:

= Algorithmic trading system + reinforcement-learning algorithms

= Reinforcement learning is a key approach of Al, and serves as the
backbone of many famous applications such as “AlphaGo”

* Implementation: Q-Learning

= Al agent keeps a Q-value table, summarizing expected payoff for
every pair of state and action

= After each step, the Q-value of a particular pair is updated by
blending new experience with previous knowledge

= The Al agent chooses actions alternating between exploitation and
exploration

= Over time, the Al agent discovers effective strategies on its own,
without needing prior knowledge of the environment



0-LEARNING:
TECHNICAL ILLUSTRATION

Q; (s, xj) = value function of agent / when taking action x; in state s « Key parameters:

= a:the extent of updating
with new data

Note: Dynamically sophisticated by tracing endogenous state transitions, unlike bandit algorithms

Vi(s) = ;1,12;( Q;(s, x’), with Q;’s recursive relation: « g,:the rate of exploration

= It is decaying over time
S, Xi]

Qi(s,xi)=E [u; +p ma:)xg Qi(s',x") with rate of
X'

= These parameters govern
Estimate Q;(s, x) through Q; (s, x), employing Q; ;’s recursive updating: the behavior of the
algorithm

Q St,Xi¢) = o | Uit + pmax Qi (s ,x’}+ 1 — a)Qi4(st, Xi )
i t1(Sts Xi ) ‘ [:,t p max i t(St41 ), ( )‘/r,t(l‘ it) « Other algorithms are

new exper;r;lental data previous leamning p OSSib]'e
R * They share the same
The update of Q; ;. takes place at (s, x; ), where X; ; is chosen as: tradeoffs between new and
~ ' old information and
{ argmax Q,-,t(St, x"), with prob. 1 —¢&; (exploitation) between exploration and
Xit=4q _XeX exploitation
X ~ uniformon X, with prob. ¢ (exploration)
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RISKS TO FINANCIAL MARKETS

= The key questions are:
= How do Al trading algorithms interact
with each other?

= What does this imply for financial market
outcomes?

= As we see on the right, concerns about
financial stability and financial-market
quality have been raised in the past

= Traditional research approaches pose
challenges
= Multi-agent systems with reinforcement

learning do not lend themselves to
theoretical analysis

= Empirical analysis is not readily available
given data limitations

SEC Chair, Gary Gensler, has warned that

“Financial market instability, or even a financial crisis,

caused by Al is nearly unavoidable without regulation.

“Even if the humans aren't talking, the machines will
start to have a sense of cooperation. We've already
seen this in high-frequency trading.”




EXPERIMENTAL RESEARCH APPROACH

= A path forward: Experimental studies
= But with Al algorithms, not humans, as the economic agents

=The i1dea is to simulate the behavior of Al trading
algorithms in a financial market environment and see
what patterns they develop

= We need to use theory as a guide to build the economic
environment and derive predictions with rational agents

=Relative to human experiments, Al experiments are:
= Easier to do at large scale
= Less subject to external validity concerns
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Al COLLUSION

= Al collusion has emerged as a new potential antitrust challenge in other
contexts
= Lawsuits were filed, and congress was urged to reform Antitrust Law

= Definition: Autonomous self-interested algos learn to achieve and
maintain coordination without agreement, communication, or even
intention

= This is outside the scope of existing antitrust enforcement frameworks
= Focus on detecting explicit communication or evidence of shared intent
= Reflect the prevailing view: communication is important for human collusion

= This is supported by many case studies and experimental research on human
tacit collusion



TRADING ENVIRONMENT

= We set up a trading environment that extends the Kyle (1985) model:
= Trading is a repeated game
= Market participants:
= Several informed speculators
= Noise traders whose trades are not based on information
= Sophisticated market makers that trade strategically against speculators
= A large group of information-insensitive investors

= The rational speculators are replaced in the experiment with Q-learning
algorithms

= Collusion represents a situation where:
= Speculators trade less aggressively than static Nash Equilibrium
= By doing so, they enhance their collective long-term profits



COLLUSIVE OUTCOMES

= We show that collusive outcomes are achieved in a large range of parameters

= However, in different sub-ranges, they originate from very different
mechanisms:
= Price-trigger punishment strategies:
= “Artificial intelligence”
= Obtained when noise in the market is small
= Over-pruning learning bias:
= “Artificial stupidity”

= Obtained when noise in the market is large

= Whenever collusive outcomes are observed, market quality is harmed:
= Lower liquidity, lower price discovery, higher mispricing



COLLUSION AND MARKET NOISE

= The figure shows that collusive
outcomes are observed when
noise is high and when noise is
low
* Leading to high speculative
profits

= Profits shown in comparison to
“non collusive” and “perfect
cartel” benchmarks

= However, small noise is
characterized by *‘artificial
intelligence” and large noise is
characterized by *“artificial
stupidity”
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TRACING PRICE-TRIGGER COLLUSION

A. Price deviation (AI)
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Al PLANNING

= The previous paper was still under the framework of “reactive
learning”

= Reinforcement learning algorithms that choose each action based only on
the rewards directly derived from the action

= But algorithms can go beyond that and exhibit “Al planning”

= Algorithm chooses action while anticipating how the current choice
affects the future payoff-relevant state variables

= This involves a more sophisticated version of Q-learning, which is at the
core of advanced Al technology such as the “AlphaGo” mentioned above

= When applied to financial markets, the question is what kind
of patterns this might generate
= Can it lead to Al algorithms that manipulate and destabilize markets?
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BUBBLES, CRASHES, AND MANIPULATION

The paper extends the economic environment we
looked at previously

= Introducing positive-feedback investors, who trade in
the same direction of price changes

On the Al simulation: Reinforcement-learning
algorithms are equipped with “planning” ability

Figure on the right shows how they learn to
coordinate on setting price paths that benefit them :

= Create bubbles by trading aggressively in tandem

= Lead to crash-like reversal by coordinated unwinding
of their positions

Under this kind of behavior:

= Markets are exposed to greater fragility and prices
exhibit higher volatility

= This resembles episodes of market manipulation;
meme-stock frenzies
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@RI VS. HUMANS:
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ARl VS. HUMANS

= While the other papers simulate environments with Al algorithms, a key
question is how these algorithms would perform against human traders

= To answer this question, we cannot follow the same experimental approach,
given the involvement of humans

= We go with a pure theoretical analysis with a key simplifying feature:
= The algorithms are atomistic and so do not impact the outcome

= Key assumptions about the essence of the difference between humans and Al
algorithms:
= Humans have informational advantage
= They have access to signals that Al algorithms do not have
= Al algorithms have an advantage in learning from the market
= They perform reinforcement learning while humans exhibit K-level thinking



ECONOMIC ENVIRONMENT

= The economic environment features:

= A large group of uninformed Al traders that use reinforcement learning algorithms to
learn the environment and optimize their trading strategies

= A large group of informed human traders with heterogeneous levels of rationality (K-
level thinking)

= Specialize to two homogeneous sub-groups: naive (level-0) and sophisticated (level-o0)
* Noise traders whose trades are not based on information

= Important result:

= All Al algorithms converge to the homogeneous optimal trading strategy under
rational expectations

= That is, they correctly learn the price function

= This is despite the fact that they do not come in with any knowledge of the system
and use reinforcement learning methods



WHEN DO HUMANS DO BETTER THAN AI?

= Figures show relative profit of Al vs. humans
= Blue (orange) represents higher profit for humans (AI)

= We can see that humans do well overall, and
in particular:
= When there is significant noise, so Al can’t learn as well

= When their information is very precise, so Al is at a
disadvantage

= When their information is very imprecise, so Al cannot
learn as much

= When they are sophisticated, even though still not fully
rational

= Overall, Al advantage is limited by the
quality of information which is affected by
the humans who are active in the market
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&) CONCLUSION




CONCLUSIONS

= We need to understand how markets might behave following the
introduction of Al trading algorithms

= This is about the “psychology” of Al traders and how they interact

= Experimental approach is readily available for analyzing such issues

= It doesn’t suffer as much from the external validity problem of human
experiments

= Analysis shows patterns of collusion and manipulation

= This raises questions about market regulation in the world of Al traders, where
explicit communication is not the culprit

= Finally, we need to understand how humans and Al algorithms trade
against each other

= Initial theoretical analysis suggests that humans still have an advantage in many
cases
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